Polyhedral and Computational Investigations for
Designing Communication Networks with
High Survivability Requirements

by
M. Grotschel*
C.L. Monma**
M. Stoer*

August 1992

*Konrad-Zuse-Zentrum fir
Informationstechnik Berlin
Heilbronner Str. 10
1000 Berlin 31, Germany

**Bellcore
445 South Street
Morristown, New Jersey 07960

Abstract

We consider the important practical and theoretical problem of designing a low-cost
communications network which can survive failures of certain network components.
Our initial interest in this area was motivated by the need to design certain “two-
connected” survivable topologies for fiber optic communication networks of interest to
the regional telephone companies. In this paper, we describe some polyhedral results
for network design problems with higher connectivity requirements. We also report on
some preliminary computational results for a cutting plane algorithm for various real-
world and random problems with high connectivity requirements which shows promise
for providing good solutions to these difficult problems.



1 Introduction

This paper focuses on the important practical and theoretical problem of designing survivable
communication networks. Our initial interest in this area was motivated by the problem
of designing survivable topologies for fiber optic communication networks for the regional
telephone companies; see [BC88] and [CMW89] for an overview of this application and a
description of a software tool developed at Bellcore. This application requires certain “two-
connected” topologies so that special offices can communicate after the failure of any single

network link or node.

Our earlier work on two-connected network design problems included structural properties
and worst-case analysis of heuristics [MMP90], practical heuristics [MS89], polyhedral re-
sults [GM90, GMS92b], and computation with a cutting plane algorthm [GMS92a]. This
naturally leads to theoretical and algorithmic questions for network design problems with
higher survivability requirements. Structural properties were considered in [BBM90], and

practical heuristics were considered in [IKM89].

In this paper, we describe polyhedral results, including natural integer programming for-
mulations, classes of valid and facet-defining inequalities, and their associated separation
problems for network design problems with higher connectivity requirements. We also re-
port computational results with a cutting plane algorithm on some random problems and
on some real-world problems with high survivability demands. The real-world problems we
obtained turned out to be quite difficult; indeed, more difficult than we expected based on
our success in solving network design problems for the telephone companies. There seem
to be several reasons for this: (a) the networks are large (almost 500 nodes), sparse, and
have many Steiner nodes; (b) connectivity requirements of three or more seem to be much
more difficult than two-connected problems; and (c) the cost structure is very regular which

makes proving optimality rather difficult.



In Section 2, we describe the model of network survivability that we have in mind. The
polyhedral results are presented in Section 3. The cutting plane implementation and com-

putational results are presented in Section 4.

2 Models of Network Survivability

In this section, we formalize the survivable network design problem that is being considered

in this paper. In order to do this, we need to introduce the following notation.

A set V of nodes is given which represent the locations that must be interconnected into a
network in order to provide the desired services. A collection E of edges is also specified
that represent the possible pairs of nodes between which a direct link can be placed. We let
G = (V, F) be the (undirected) graph of possible direct link connections. Each edge e € £
has a nonnegative fixed cost ¢, of establishing the direct link connection. The graph GG may
have parallel edges but contains no loops. The cost of establishing a network consisting of
a subset F' C F of edges is the sum of the costs of the individual links contained in F'. The
goal is to build a minimum-cost network so that the required survivability conditions, which

we describe below, are satisfied.

If G =(V,F)isagraph, W C V and F' C E then we denote by G — W and G — F the graph
that is obtained from G' by deleting the node set W and the edge set F', respectively. For

notational convenience we write G —v and GG —e instead of G —{v} and G —{e}, respectively.

The difference of two sets M and N is denoted by M\ N.

For any pair of distinct nodes s, € V| an [s,{]-path P is a sequence of nodes and edges
(vo, €1,01, €2, ..., 011, €,0;), where each edge e; is incident with the nodes v,_; and v; (¢ =
L,...,0), where vy = s and v; = t, and where no node or edge appears more than once in P.

A collection Py, P,. ..., Py of [s,t]-paths is called edge-disjoint if no edge appears in more



than one path, and is called node-disjoint if no node (except for s and ¢) appears in more
than one path. In particular, this implies that parallel edges between a pair of nodes s and ¢
are considered to be node-disjoint [s,¢]-paths. This is in contrast to standard graph theory;
but this modification of the definition was prompted by considerations that arise in practical
situations. We say that a graph G = (V, ) is k-edge (resp. k-node) connected if there
are k-edge (resp. k-node) disjoint paths between every pair of distinct nodes. We note again
that this definition of k-node connectivity differs from that of standard graph theory when

parallel edges are present.

We measure connectivity not only between two nodes s and ¢ but also between nodes lying
in a given node set W. Let GG = (V, E) be a graph with at least two nodes and W C V with
[W| > 2. We set

MG W) = minimum cardinality of a subset F' of F, such that two
nodes of W are disconnected in G — F', and

kR(G,W) = minimum cardinality of a set S U F, where S C V and
F C E, such that two nodes of W are disconnected in
G—(SUF).

If W] < 2 or if GG has only one node then \(G, W) and (G, W) are defined to be oo.

The survivability conditions require that the network satisfy certain edge or node connectivity
requirements. To model these survivability conditions, we introduce the concept of node

types. For each node s € V' a nonnegative integer r;, called the type of s, is specified.

We say that the network N = (V,F) to be designed satisfies the node survivability
conditions if, for each pair s,¢ € V of distinct nodes, N contains at least rg := min{rg, r;}

node disjoint [s, t]-paths. Similarly, we say that N = (V| F') satisfies the edge survivabiity



conditions if, for each pair s, € V of distinct nodes, N contains ry edge disjoint [s,t]-
paths. These conditions ensure that some path between s and ¢ will survive a prespecified
level of node or link failures. We introduce further symbols and conventions to denote these

node- or edge-survivability models.

Given a graph GG = (V, E) and a vector of node types r = (r;)scv, we assume — without
loss of generality — that there are at least two nodes of the largest type. If we say that we
consider the KENCON problem (for (G and r) then we mean that we are looking for a minimum-
cost network that satisfies the node survivability conditions and where k = max{r,|s € V'}.

Similarly, we speak of the kECON problem (for G and r). Furthermore we define

r(W) = max{r,:u & W}; and
con(W) := min{r(W),r(V —W)}
= max{ry:seW,teV-W}

for any W C V. Let G = (V, F) be a graph. For Z C V', let é¢(7) denote the set of edges
with one end node in Z and the other in V\Z. It is customary to call é¢(7) a cut. If it is
clear with respect to which graph a cut é¢(7) is considered, we simply drop the index and
write §(Z). We also write 6(v) for §({v}). If X,V are subsets of V and X NY =0, we set
(X:Y]:={yeF|ieX,je Y} thus §(X) = [X : V\X]. If Wi...., W, are pairwise
disjoint subsets of V' we denote by [W; : ---: W,] the set of edges having their end nodes in
different node sets. For any subset of edges F' C E, we let 2(F) stand for the sum 3 . ..
Consider the following integer linear program for a graph G = (V, ) with edge costs ¢, for
all e € F and node types r, for all s € V:



(2.1) min 3 .cpceme

subject to

(1) z(6(W)) > con(W) foral W CV,0£W £V

(ii)  2(0g_z(W)) > con(W) —|Z| for all pairs s,t € V,s # ¢, and
for all Z C V\{s,t} with 1 <|Z| <rgy —1, and
foral W C V\Z withs e W)t ¢ W :

(iii) 0<a2. <1 for all e € E;

(iv) . integral for all e € F.

It follows from Menger’s theorem that the feasible solutions of (2.1) are the incidence vectors
of edge sets F' such that N = (V, F') satisfies all node survivability conditions; i.e., (2.1) is
an integer programming formulation of the kNCON problem. Deleting inequalities (ii) from
(2.1) we obtain, again from Menger’s theorem, an integer programming formulation for the
EECON problem. The inequalities of type (i) will be called cut inequalities and those of

type (ii) will be called node cut inequalities.

The polyhedral approach to the solution of the kNCON (and similarly the kECON) problem
consists of studying the polyhedron obtained by taking the covex hull of the feasible solutions
of (2.1). We set

ENCON(G;r) := conv {x € RP | z satisfies (2.1) (i), (ii), (iii), (iv) }
EECON(G;7) := conv {x € R¥ | x satisfies (2.1) (i),(iii),(iv) }.

3 Polyhedral Results

We briefly mention the idea behind the polyhedral approach and its goal. We consider an
integer programming problem like (2.1). We want to turn such an integer program into a
linear program and solve it using LP-techniques. To do this, we define a polytope associated
with the problem by taking the convex hull of the feasible (integral) solutions of a program
like (2.1). Let P be such a convex hull. We know from linear programming theory that, for

T

any objective function ¢, the linear program min¢' z,z € P has an optimum vertex solution



(if it has a solution). This vertex solution is a feasible solution of the initial integer program

and thus, by construction, an optimum solution of this program.

The difficulty with this approach is that minc’z, 2 € P is a linear program only “in princi-
ple”. To provide an instance to an LP-solver, we have to find a different description of P.
The polytope P is defined as the convex hull of (usually many) points in R®, but we need
a complete (linear) description of P by means of linear equations or inequalities. The Weyl-
Minkowski theorem tells us that both descriptions are in a sense equivalennt, in fact, there
are constructive procedures that compute one description of P from the other. However,
these procedures are inherently exponential and nobody knows how to make effective use of

them, in particular, for NP-hard problem classes.

At present, no effective general techniques are known for finding complete or “good partial”
descriptions of such a polytope or large classes of facets. There are a few basic techniques
like the derivation of so-called Chvétal cuts (see [C73]). But most of the work is a kind of
“art”. Valid inequalities are derived from structural insights and the proofs that many of

these inequalities define facets use technically-complicated ad-hoc arguments.

If large classes of valid and possibly facet-defining inequalities are found, one tries to use
them algorithmically in the framework of a cutting plane algorithm. The principal idea here

is the following.

Note that — except for the trivial inequalities — the classes of valid inequalities for the
ECON and NCON problem stated in (2.1) contain a number of inequalities that is expo-
nential in the number of nodes of the given graph. Instead of solving an LP with all these
inequalities, we solve one with a few “carefully selected” inequalities and we generate new
inequalities as we need them. The main difficulty of this approach is in efficiently generating

violated inequalities. We state this task formally.



(3.1) Separation Problem (for a class C' of inequalities)

Given a vector y decide whether y satisfies all inequalities in €' and, if not, output an

inequality violated by y. O

We call an algorithm that solves (3.1) an (exact) separation algorithm for €', and we say
that it runs in polynomial time if its running time is bounded by a polynomial in |V| and

the encoding length of y.

A deep result of the theory of linear programming (see Grotschel, Lovasz, Schrijver [GLS88])
states (roughly) that a linear program over a class C' of inequalities can be solved in poly-
nomial time if and only if the separation problem for €' can be solved in polynomial time.

Being able to solve the separation problem thus has considerable theoretical consequences.

This result makes use of the ellipsoid method and does not imply the existence of a “prac-
tically efficient” algorithm. However, by combining separation algorithms with other LP
solvers (like the simplex algorithms) can result in quite successful cutting plane algorithms;

see Section 4.

We will now describe several classes of valid inequalities and indicate conditions under which
some of these inequalities define facets. It turns out that results of this type are very

technical.

3.1 Dimension and Trivial Inequalities

Given a graph GG and node types r, we say that an edge ¢ is essential with respect to
EECON(G; r) or ENCON(Gs 1) if kEECON(G —e57) or ENCON(G — €5 1), resp., is empty. We
denote by kEES(G;r) the set of edges essential for kEECON(G;r) and by ENES(G;r) the
set of edges essential for ENCON(G; 7).



(3.2) Theorem. Let G = (V. E) be a graph and let r € {0,1,...,k}" be given.

(a) Suppose kECON(G;r) is nonempty. Then kECON(G;r) C {z € RY | 2. = 1 for all
e € kEEES(Gr)} and dim (kECON(Gsr)) = |E| — |[EEES(G;r).

(b) Suppose ENCON(G;r) is nonempty. Then kNCON(G;r) C {z € R¥ | z. = 1 for all
e € ENES(G;r)} and dim (ENCON(G5 7)) = |E| — |ENES(G; ).

Proof. We only prove (a). (The proof of (b) is analogous). If e is an essential edge
then clearly x. = 1 for every incidence vector of a feasible graph, hence for all vectors
x € kECON(G; 7). So kECON(G; 1) can have dimension at most |F| — |EEES(G;r)|. The
incidence vectors of E, E\{e}, for e ¢ kEES(G;r) are linearly independent and feasible.
Therefore KECON(G; ) has dimension exactly |E| — |[FEES(G;r)|. O

We note that the problem of finding the set of essential edges and thus determining the di-
mension of kECON(G;r) and kNCON(G; ) can be solved in polynomial time using network

flow or graph connectivity algorithms.

The following theorem is a special case of a theorem of Grotschel and Monma [GM90] that
characterizes which of the trivial inequalities (2.1)(iii) define facets of the KECON(G; ) and
the ENCON(G; r) polytopes.

(3.3) Theorem. Let G = (V, E) be a graph and r € ZK such that kEECON(G;r) (resp.,
ENCON(G; 7)) is full-dimensional. Then
(a) z. <1 defines a facet of kECON(G;r) (resp., ENCON(G; 1)) for all e;

b) z. > 0 defines a facet of kECON(G; r) (resp., ENCON(G; 7)) if and only if for every edge
(b) (G7) (resp., (Gir)) y y edg
f # e the polytope kEECON(G —{e, f};r) (resp., ENCON(G —{e, f}; 7)) is nonempty.



Proof. We prove this only for kECON(G;r). (For ENCON(G; 1), the proof is exactly the
same.) Note that the full-dimensionality of KECON(G; ) implies that EEES(G; 1) is empty.

(a) The |F| incidence vectors of the sets £, F\{f} for all f # e are linearly independent,
feasible, and all of them satisfy x. = 1, so the dimension of the face induced by z. <1 is at

least |E| — 1. But . = 1 does not hold for all + € kEECON(G;r), so 2. < 1 defines a facet.

(b) If the polytope kECON(G — {e, f};r) is empty for some f, then x. = 0 implies x; = 1
for all € kECON(G; ), but not reversely. Therefore, the face defined by . > 0 is strictly
contained in the face defined by xy < 1, which is a facet by (a). So x. > 0 does not define a
facet. If kKECON(G — {e, f};r) is nonempty for all f, then kEES(G — €;r) is empty, hence
EECON(G —e; r) is full-dimensional. Thus there are dim(kECON(G; r)) affinely independent
vectors in KECON(G — e; 7). These vectors, enlarged by a component e of value 0, lie in the
face defined by . > 0. Since this face cannot be the whole kECON(G; ) polytope, it is a

facet. O

3.2 Cut Inequalities

In this section, we discuss the cut inequalities (2.1)(i). z(6(W)) > con(W) for all W C
V, 0 # W #£ V. The separation problem for cut inequalities is NP-hard if we allow the given
vector y to have negative entries. The reason is that the max-cut problem can be reduced to
it. But separation can be performed in polynomial time for nonnegative vectors (we are only

interested in 0 < y < 1) by using network flow or graph connectivity algorithms as follows.

Let us consider the class C of cut inequalities (2.1)(i) and let y be some vector in R¥ with
0 <y for all e € E. We view the components y. as capacities of the edges of the given
graph GG = (V, E') and compute a Gomory-Hu tree (using the Gusfield version that consists
of [V]| — 1 calls of a max-flow algorithm and some bookkeeping; see [GH61, G87]). The

Gomory-Hu tree has the property that, for any two nodes u,v € V, the minimum capacity

10



of a cut separating v and v is given by the smallest weight of an edge that is contained in
the unique path linking v and v in the Gomory-Hu tree. Having the Gomory-Hu tree T" with
weights w, for all e € T" we can determine whether y satisfies all cut inequalities as follows.
For each edge e, let V. and V! denote the node sets of the two components of (V,T — ¢). If

there is an edge e € E with
we < min{max{r, | v € V.}, max{r, | v € V/}}

then y violates the inequality x(5(V.)) > con(W), otherwise y satisfies all cut inequalities.
Gomory-Hu trees can be computed quite efficiently in practice. Thus the class of cut inequal-
ities is very useful for the cutting plane approach from the algorithmic point of view. The
class of cut inequalities also contains many facet-defining inequalities, which theoretically

justifies the utilization of cut inequalities.

Recently, Hao and Orlin [HO92] devised an algorithm for finding a cut of minimum capacity
in a graph, which has the same running time as the max-flow algorithm. But it does not
output a Gomory-Hu tree, which is needed in some of our separation routines for the more

general class of partition inequalities described in Section 3.4.

The following theorem was proven by Stoer [S92] and gives necessary and sufficient conditions
for a cut inequality to define a facet for kEECON(G; r) when G is (k4 1)-edge connected and

where all nodes have the same type k.

(3.4) Theorem. Let G = (V, E) be a (k + 1)-edge connected graph, let r, = k for all nodes
v €V, and let W # V be a nonempty node set. Define for each W; C W with ) # W; # W
the deficit of W; as

defe(W;) := max{0, k — |dam(W;)[}.

Define similarly for U; C V\W with (§ £ U; £ V\W
def(U;) := max{0, k — |dep\w)(Us)| }-

11



The cut inequality
z(6(W)) > k

defines a facet of the polytope kECON(G; 1) of k-edge connected graphs if and only if

(a) GIW] and G[V\W] are connected, and

(b) for all edges e € E(W)U E(V\W),
for all pairwise disjoint nodesets Wy, ..., W, (p > 0) of W with W; # W for all 4,
and for all pairwise disjoint nodesets Uy, ..., U, (g > 0) of VAW with U; # V\W for
all 7, the following inequality holds:

<k O

p q p q
> defo (Wi) + 3 defe—o (U) — |[U Wi : J U]
=1 =1 =1 =1

We refer to [S92] for the details of the proof of (2.3) that is rather long and involved. We
present a corollary that provides some simple minimal sufficient and some maximal necessary

conditions on the connectivity of G[W]and G[V —W]; these were originally proven in [GM90].

(3.5) Corollary. Let G = (V, F) be a (k+ 1)-edge connected graph, let r, = k for all nodes
v eV, and let W #£ V be nonempty node set.

(a) If GIW] or G[V\W]is at most [k/2]-edge connected then x(5(W)) > k does not define
a facet of kECON(G;r).

(b) If GIW] and G[V\W] are k-edge connected then x(6(W)) > k defines a facet of
EECON(G;r).

For the case of kEECON(G;r) and ENCON(G; ) problems with arbitrary node types, we do
not know of any general results characterizing those cut inequalities that are facet-defining.
However, in the case of 2ECON(G;r) and 2NCON(G; r) problems, i.e., where r, € {0, 1,2}

for all nodes v, we do know necessary and coeflicient conditions; see [GMS92b].
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ode Cu Inealities

n this secon, we diuss the node cut inequales 2.1)

X(85-2) > con(W Z\ for @l pairss, eVs M
for all Z C Wst} with 1< 2\ < l,and
for all C WZ with SEWI<EW.

hese inequalities are valid for A;NCON(; r) but are not generall valid for & O N (; )

sin the case of cut inequalities the separation problem for node cut and for cut inequalities
isNhard if the given vector y is allowed to have negative entries  he separation problem
is solvable i polynomial time if we restrict the input to nonnegative vectors he algorithm

works as follows

Consider the class C of node cut inequalities (2.1)(ii) and of cut inequalities (2.1)(i), let y
be some vector i with 0 yfor al e£ E, and let G = (V, E) be the given graph.

construct a directed graph D (Ny A) from in the following way. Each node £ V i
replaced by two nodes of that are linked by an arc ) with capacity one. Each

edge £ E isreplaced by two arcs (u) and (") each with capacity y. Let cv

be a set of k nodes of maximal type, ie. for all s£ Sandt £ WS For al s £
and al t s with 1 we compute a minimum capacity cut C of value ¢ separating s
and '. Such a cut is of the form 8W) =A{0) ciewje N\W, where W C N and

£EW he arcs i corresond either to arcs of the form ) for some £ V or to
arcs of the type (u ) for some edge uw £ £'. ithout loss of generality, if and

A then either can be moved to NNW or can be moved to W We let

{t
uw £ £ :( and

{wE y £EM



