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Abstract 

The increasing demand for distributed solutions in computing technology 
does not stop when it comes to visualization techniques. However, the 
capabilities of todays applications to perform remote rendering are limited 
by historical designs legacys. Especially the popular X11 protocol, that 
has been proven to be extremely flexible and useful for remote 2D graphics 
applications, collapses in case of remotely rendering complex 3D scenes. 
In this paper, we give a short overview of generic remote rendering tech­
nologies available today, and we compare their performances and usabil­
ities to the recently released OpenGL Vizserver by Silicon Graphics, Inc. 
(SGI): a network extension to the SGI OpenGL rendering engines. In this 
report we limit ourselves to remote techniques compatible to the OpenGL 
standard. 

1 Introduction 

From the early years of computing, server oriented infrastructures are widely 
used in many application domains. Ever since we know about remote comput­
ing, remote resources, and, in fact, the ’net’. In almost the same manner a 
demand for remote visualization exists. With nowadays increasing immersive 
and interactive character of even large scale scientific application [1, 2, 3], this 
demand is still not satisfied - High end 3D visualization almost always depends 
on local graphics equipment. 

This paper reviews various existing approaches to close this gap. The next 
section gives a survey of possible distribution scenarios for visualization systems. 
Afterwards a number of technologies supporting these scenarios is listed, and 
their underlying concepts as well as their performance is compared. Finally 
our investigations concerning the OpenGL Vizserver will be presented in detail. 
Several performance measurements have been done and the results will be given 
at the end of this paper. 
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2 Distr ibuted Rendering and Visualization 

All visualization systems known to us are based on a similar design principle. 
Simple speaking they form a pipeline transforming data (in a very broad sense) 
into images. Such a visualization pipeline usually consists of several distinct 
stages. This section will describe the common architecture in some detail, and 
thereof we will derive possible scenarios for the distribution of a visualization 
pipeline. 

2.1 The Visualization Pipeline 

Data sources for visualization tasks are manifold. Huge amounts of data are 
produced in scientific experiments, or scientific simulations. Business processes 
like trading, brokering and banking produce much different kinds of data, on 
various scales of size. Environmental studies as well as earth and astronomi­
cal observations produce huge amounts of image data in various formats and 
frequency ranges as well [4]. Governmental processes as censuses or public 
transport plannings result in a multitude of statistical information. 
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Figure 1: Scheme of visualization pipeline. 

For all these different data sources, data formats vary greatly. Some data (eg. 
astronomical pictures) may be displayable directly, but in many cases this won’t 
be possible: How would you display a dataset containing the number of inhabi­
tants of all European capitals for example? Although various sensible possibil­
ities will enter your mind immediately, they all do probably need to alter the 
data set in some way. 

For many data sets and visualization tasks, the first processing step is to extract 
interesting features out of the data [6] Interesting are simply those features 
to be visualized. This step often just performs some filtering of data (eg. for 
images), but can also include more or less complicated preprocessing steps (eg. 
computing an isosurface out of a 3D scalar field). Various data sets may be 
combined at this step (eg. population information with a geographical map). 
However, user interaction has a strong influence on this process. 

Once these features are available, they are transformed into graphical rep­
resentatives (primitives). Usually these primitives are geometries (point sets, 
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