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Motivation

ÅGoal: can we deploy serious services / apps over 
unreliable resources ?

ÅHow unreliable ?

ïmostly non -dedicated PC's (used for other purposes)

ïe.g. volunteer computing Grids such as SETI@home

ïno control over availability, frequent churn

ÅWhat are "serious" services / apps ?

ïexamples: Amazon's EC2, TeraGrid, EGEE

ï"large scale service deployment" (Wofgang Kellerer)

ïhigh availability: around 99.999 

ÅIs this utopia? We will seeé
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Why non -dedicated resources? 

1. Abundance : > 1 billion PC's - in -use since 2006

2. They are cheap

ï only incremental cost of electricity

ï most office PC's are underutilized : unexploited assets of 
corporations

3. Newer PC's can have many users simultaneously

ï multi -core processors

ï 2 GB main memory

ï usually broadband internet access even at home

4. If we are successful in this scenario, we can do 
even better for the normal case
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How to do this?

ÅDifficult to get (many) hosts with high avail

ÅInstead, we strive for collective availability :

ïdef.: guarantee that with high probability, in a group of 
R N hosts, at least N remain available over time T

R = 6, N = 3 4 N survived, col. availability achieved

Time T
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Method and Deployment

ÅWe use statistical and prediction methods to 
answer the question:

ïGiven a pool of non -dedicated hosts and a request for N 
hosts, how to select R N of them such that the 
collective availability is maximized?

Åi.e. at least N among R hosts "survive" interval T

ÅDeployment example

Initial
group

Usage
over T

Which
failed?

Prediction
of next phase

Replacement
from pool

Usage
over T

...x x
x

Initial
prediction
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Availability Prediction

ÅThe core of the work are efficient and domain -
adjusted predictions of availability for individual 
hosts

ïefficient :

Åfast pre -selection of predictable hosts

Åuse simple and fast classification algorithm

ïdomain -adjusted

Åanalyzed the "causes" of predictability and adjusted our 
methods to them

ÅThen we use these individual predictions to 
selects hosts for achieving collective availability
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Data for Our Study

ÅAvailability traces for over 48'000 hosts 
participating in SETI@home

ÅActive in Dec 1st, 2007 to Feb 12th, 2008

ÅAvailability recorded by a BOINC client 

ïdepends whether the machine was idle

ï The definition of idle depends on user settings

ÅQuantized to 1 hour intervals

ïregarded as available only if uninterrupted avail for the 
whole hour ïquite conservative
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Prediction Process

Observe Host Availability

Filter by High Predictability

Predict Individual Availability

Select a High -Availability Group

Periodically Re -Evaluate this Group
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Filtering Hosts By Predictability

ÅWe want to find out, for each host, whether its 
availability predictions are likely to be accurate

ÅI.e. we want hosts with high predictability :

ïdef.: expected accuracy of predictions from a model 
build on historical data

ÅTo estimate it, we use indicators of predictability

ïfast to compute (at least faster than a prediction model)

ïuse only training data 

Training Data 
ï

building model

Test Data ï
evaluating 

model
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Predictability Indicators

Å We have tested, among others:

ï Ave. length of an uninterrupted availability segment

ï Size of the compressed availability trace 

Å traces with predictable patterns are likely to compress better

ï Prediction error tested on a part of the training data 
(as a control indicator)

ï Number of availability state changes per week 
(aveSwitches )

Å Evaluation:

ï correlation , scatter plots
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Why are AveSwitches good?

Å The best predictability indicator is:

Å Number of availability state changes per week ( aveSwitches )

ÅThere are some "reasons" for data regularity 
high prediction accuracy

1. Periodic behavior , e.g. daily periodicities

2. Long runs of availability / non -availability

3. é

ÅWe have studied which "reasons" are dominant:

ïby using data preprocessing which "helps" either 1 or 2

Åresults show that "reason" 2 is dominant

Åhighest accuracy for a mixture of both "reasons"
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Filtering by predictability

ÅWe create two groups for further processing:

ïlow predictability , with aveSwitches 7.47

ïhigh predictability , with aveSwitches < 7.47
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Prediction

ÅWe have used a simple and fast classifier

ïnaive Bayes

ÅThe classifier takes examples i.e. vectors of 
measured avail + preprocessed data over 30 
days

ÅPredicts for each hour over two weeks

ïstarting now, will the host be available in the next k 
hours

Åthis is prediction interval length , pil

1 h 1 h 1 h 1 h 1 h

"now" prediction interval with pil = 4h


